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Abstract—The paging mechanism is widely used in most
modern systems to handle the virtual memory. Many page
replacement algorithms have been proposed. Therefore, the
cor-rectness and reliability of virtual memory management
systems become very important. It is essential to formalize
and verify the system in a formal way. In this paper, we model
the virtual memory management system with MSVL, which is
a parallel programming language used for the modeling,
simulation and verification of software and hardware systems.
Then we employ the model checking approach based on
MSVL to verify the interval related properties and periodic
repeated properties of the system.

— virtual memory, simulation, modeling,
verifica-tion

When a program is too large, the program cannot run

normally since this may lead to the size of required memory

greater than that of the available physical memory. In order to

solve this problem, the alternative called virtual memory [1]

has been developed. The main idea of the virtual memory is

that the virtual memory space is divided into many segments

and the currently used parts is located in the physical memory

and others is in the hard disk. Although the actual size of the

physical memory does not increase, it makes user processes

have an illusion that there is a large size memory in the system.

The means of demand paging is used widely in the modern

virtual storage system [2], [3]. The virtual address space is

divided into pages and the corresponding unit of physical

memory is a page frame. The size of a page and a page frame

is generally from 0.5KB to 64 KB in the modern computer

systems.

The virtual memory management system contains two im-

portant parts: (1)Memory Management Unit(MMU), which

translates from a virtual page address to a physical one.

(2)Page Fault Handler(PFH), which reacts by moving the

requested page to physical memory [4] when a page fault

occurs.

Systems manage virtual pages through the page table space.

The page table entry is the unit of the page table. It contains

the information whether a page is in the physical memory or

not as well as the information of the pattern that the page is

accessed and the page frame number which is used to find the

corresponding physical page.

The virtual address is sent to the MMU and the MMU

translates from a virtual page address to a physical one. The

virtual address is divided into the virtual page number and

the offset. The MMU gets the page table entry according to

the virtual page number. When the page is not located in the

physical memory, it will lead to a page fault.

The system checks the validity of the address. It looks for

an idle page frame in the physical memory to load the required

page if the address is valid. If there is no idle page frame, the

page replacement algorithm is implemented to search for a

page in the physical memory to swap out. If the chosen page

frame is dirty which means it has been modified, it must be

written back to the disk. Once the page frame is clean, the

required page is loaded into the physical memory.

The system needs to find a page to evict when the page

fault occurs and there is no idle page frame. In order to

improve the performance of the virtual memory management

system, choosing a least used page to evict becomes important.

Choosing a frequently used page to move out may bring

unnecessary extra overhead, since the page may be accessed

soon. There are many page replacement algorithms to solve

this problem. We will use the aging algorithm which is an

improvement of the Not Frequently Used (NFU) strategy [5].

Although the MMU and PFH can improve the performance

of the execution of a program, the required page replacement

algorithms or programs may cause errors during its execution.

This is critical to a large real time program. Therefore, to

ensure the correctness and reliability of the page replacement

algorithms or programs is important. Simulation and model

checking are widely used approaches for formal verifications.

MSVL(Modeling, Simulation and Verification Language)

[6] is a parallel programming language used for model-

ing,simulation and verification of systems. Systems and prop-

erties can all be described with MSVL. In this paper, we use

MSVL to formalize the virtual memory management of the

operating system, and employ the model checking approach

based on MSVL to check the safety, interval related properties

and periodic repeated properties of the system.

This paper is organized as follows. Section 2 briefly intro-

duces MSVL which is used to describe the model. In section

3, the virtual memory management is formalized with MSVL.

In section 4, the verification results are demonstrated. Finally,
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the conclusions are summarized in section 5.

The Modeling, Simulation and Verification Language is an

executable subset of PTL [6], [7], [8]. It can be used to model,

simulate and verify concurrent systems.

Syntax As an executable subset of PTL, MSVL consists

of expressions and statements. Expressions can be regarded as

PTL terms, and statements as PTL formulas. The arithmetic

expression e and boolean expression b of MSVL are

inductively defined as follows:

e ::= n | x | ©x | -©x | e0 op e1(op ::= +| − | ∗ |/|mod)
b ::= true | false | e0 = e1 | e0 < e1 | ¬b | b0 ∧ b1

where n is an integer and x is a variable. The elementary

statements in MSVL are defined as follows:

1. Assignment x = e
2. P-I-Assignment x ⇐ e
3. Conjunction p ∧ q
4. Selection p ∨ q
5. Next ©p
6. Always �p
7. Termination empty
8. Sequential p ; q
9. Local variable ∃x : p
10. State Frame lbf(x)
11. Interval Frame frame(x)
12. Projection (p1, . . . , pm) prj q

13. Parallel p ‖ q
def
= p ∧ (q ; true) ∨ q ∧ (p ; true)

14. Conditional if b then p else q
def
= (b → p) ∧ (¬b → q)

15. While while b do p
def
= (b ∧ p)∗ ∧�(empty → ¬b)

16. Await await(b)
def
= (frame(x1) ∧ · · · ∧ frame(xh))∧

�(empty ↔ b)
where xi ∈ Vb = {x|x appears in b}

where x is a variable, e denotes an arbitrary arithmetic

expression, b is a boolean expression, and p1, . . . , pm, p and

q are MSVL programs. All the statements can be divided

into two categories: basic statements and composite ones. The

assignment x = e, the positive immediate assignment x ⇐ e,

empty, lbf(x), and frame(x) are basic statements, and the

others composite ones;

The assignment x = e presents that the value of the variable

x is equal to that of the arithmetic expression e. The positive

immediate assignment x ⇐ e can be defined as x = e ∧ px,

where px is the assignment flag for variable x. p∧q means that

p and q are executed concurrently and share all the variables

during the execution, while the disjunction statement p ∨ q
presents p or q are executed. The next statement ©p means

that the program p is executed at the next state. The always

statement �p presents that p holds in all the states. The

termination statement empty means that the current state is the

last one of the interval. The sequential statement p ; q means

that p holds from now until its termination and then q holds

from that time and be executed. The local variable statement

∃x : p permits p to use a local variable x. The state frame

statement lbf(x) means that the value of x in the current state

is equal to that in the previous state if there is no assignment to

x, while frame(x) means that variable x always keeps its old

value over an interval if no assignment to x is encountered.

The projection statement (p1, . . . , pm) prj q is executed on

different time scales. The parallel statement p ‖ q is another

parallel computation, which allows p and q to specify their

own intervals. The conditional statement if b then p else q
means that if the boolean condition b is true , then the process

p is executed, otherwise the process q is executed. The while

statement while b do p means that the process p will be

executed repeatedly as long as the condition b holds. When the

condition b is false, the while statement terminates. The await

statement await(b) means that the process does not terminate

until the condition b becomes true.

A model checking tool named MSV has been developed

based on MSVL. It has three modes: modeling, simulation

and verification.

A. Overview of the Virtual Memory Management System

The strategy of the virtual memory management is based

on Mach [9], [10]. Fig.1 shows how the virtual memory

management works. When a process starts, a mapping between

the process and pages needs to be established by the external

pager. Once the process is being executed, the virtual addresses

are translated to physical ones by the MMU. When the page

is not in the physical memory, it leads to a page fault. If a

page fault occurs, the page fault handler is invoked to find the

virtual page that the process requires. Then a message is sent

to the external pager about the needed page. The external pager

requests for the page from the disk. Afterwards the required

page reaches the external pager and is copied to the external

pager’s address space. After that, a message about the position

is sent to the page fault handler. The page fault handler looks

for an idle page frame in the physical memory and if there

is no one, it finds a page to evict according to the aging

algorithm. Then the MMU handler is requested to load the

page to the correct position in the user address space and the

process continues to run. The whole process is described by

MSVL in order to verify the properties of the system in a

formal way.

B. Page Table Entry

In this paper, the virtual address is 16 bits. The size of a

virtual page is 1KB. Thus, we need 10 bits to denote the offset

and 6 bits to denote the page number which means there are

64 virtual pages in the system. In our system, there are 32 page

frames in the physical memory. Therefore, 5 bits are needed

to express the page frame number.

To formalize the page table, we denote an integer array

Page[64] which has 64 elements to store all the page table

entries. Each element of the array is a page table entry

and each bit of the element has its given meaning which is

described below.

The structure of the page table entry is shown in fig.2.
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Fig. 1. Virtual Memory Management

Fig. 2. Page Table Entry

Page Frame Number: it is one of the most important

domains. It is used to calculate the physical address and

access the needed page in the memory. It can be gotten by

Page[PageNum]%32.

Present: 1 bit is used to denote it. When the value is

1, it means the page table entry is effective; otherwise, the

corresponding page is not in the physical memory. It can be

gotten by (Page[PageNum]/32)%2.

Protection: 3 bits are used to denote it, which represent

the types of access to the page. They correspond to reading,

writing and executing the page respectively. It can be gotten

by (Page[PageNum]/64)%8.

Accessed: 1 bit is used to denote it. This flag of the

page table entry is set 1, once the processor accesses the

page that the page table entry maps. It can be gotten by

(Page[PageNum]/1024)%2
Modified: 1 bit is used to denote it. When the processor

performs a writing operation on a page, it will set the flag

of the corresponding page table entry 1. It can be gotten by

(Page[PageNum]/512)%2.

C. Memory Management Unit (MMU) Handler

Modern multi-user multi-process operating systems require

MMU. When the processor enables the MMU, the virtual

address will be sent to the MMU instead of the memory bus

and the MMU handler translates from the virtual address to a

physical one.

Fig.3 shows the working principle of the MMU handler.

The input 16-bit virtual address is divided into a 6-bit page

number and a 10-bit offset. The page number is used as the

page table index to find the corresponding page frame number.

If the bit of present is 0, which means the page is not in the

physical memory, the MMU triggers a page fault interrupt and

the page fault handler reacts to it by moving the requested page

to the physical memory; otherwise, it will find the page frame

number from the page table and add the page frame number

to the offset to get a 15-bit physical address [11].

In our model of the virtual memory management, we

denote some main variables. We use va as the virtual ad-

dress, phys addr as the physical address. We use MSVL to

formalize the MMU handler as follows:

MMU
def
=

(

frame(exist) and

( PageNum:=va/1024;

exist:=(Page[PageNum]/32)%2;

if(exist=0)

then{page fault:=1}
else{ page fault:=0 and

phys addr:=(Page[PageNum]%32)*1024+va%1024

and TransOk:=1 and

if((Page[PageNum]/1024)%2=0)

then{ Page[PageNum]:=Page[PageNum]+1024}
else{skip}
}

)

)

Since in our system 10 bits are used to denote the offset,

we can get the virtual page number PageNum through va
divided by 1024 and the offset through va%1024. According

to the value of PageNum, we find the corresponding page

table entry Page[PageNum]. The 6th bit denotes whether

the page is in the physical memory, thus we make the

Page[PageNum] divided by 32 to get the value of this flag.

When the page is in the memory, the page frame number can

be obtained by Page[PageNum]%32. The physical address

phys addr can be calculated according to the offset and the

page frame number. Also we should set the accessed flag of

this page to be one by adding 1024 to the page table entry

Page[PageNum] to denote that the page is accessed in this

clock tick, which helps the system to choose a page to swap

out when a page fault occurs.

D. Aging Algorithm

The aging algorithm [5] is an improvement of the Not

Frequently Used (NFU) page replacement algorithm. Each

page is connected to a software counter in the NFU algorithm.

The accessed flag of all the pages is added to the corresponding

counter at each clock tick. However, the NFU algorithm has

its disadvantages that the way to denote the access frequency

is not good. Since every time the page is accessed, the counter

is added by 1, the effect of access at begin is treated like the

access later. This may lead the system to evict a useful page

instead of a page that is not used again.
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Fig. 3. MMU Handler

To solve this problem, the aging algorithm modifies the

way that the accessed flag is added to the counter. Different

with the NFU algorithm, before the accessed flag is added

to the counter, the value of the counter is shifted right by 1.

Afterwards, the accessed flag will be added to the most left

bit of the counter.

In this paper, an array count[32] is used to denote each

counter corresponding to the pages in the physical memory.

At begin, every element of the array is set 0. Another array

memory[32] denotes the page frames in the physical memory.

The initial value of each element is -1, which means the page

frame is idle. When a page is loaded, the value of the element

of the array is set the page number. The model of the aging

algorithm to find a page to replace is shown as follows:

aging
def
=

frame(i,page index) and

( int i and int page index and skip;

i:=0 and rep page:=0 and page index:=Memory[0];

while(Page[page index]/1024=1)

{ i:=i+1 and rep page:=rep page+1;

page index:=Memory[i]

};

while(i<31)

{ page index:=Memory[i+1];

if(Count[rep page]>Count[i+1] and

Page[page index]/1024=0)

then {rep page:=i+1}

else{ skip};

i:=i+1

}
)

rep page denotes the page number of the page which will

be moved out of the physical memory according to the aging

algorithm. We can find the first page which is not accessed

in this clock tick but in the physical memory through the first

while-loop. In the second while-loop, we traverse the rest of

the pages in the memory. According to the value of the array

Count[ ],we can find a page to evict.

After each clock tick, we add the corresponding accessed

flag to each element of Count[ ] according to the replacement

algorithm and clean the accessed flag by subtracting 1024 from

the page table entry Page[PgNum] which corresponds to the

page accessed in this clock tick. The corresponding MSVL

program is shown as follows:

AddCount
def
=

frame(i,PgNum) and

(

int i and int PgNum and skip;

i:=0 and PgNum:=0;

for 32 times do

{
PgNum:=Memory[i];

if(PgNum!=-1)

then{
Count[i]:=Count[i]/2+((Page[PgNum]/1024)%2)*128;

if((Page[PgNum]/1024)%2=1)

then{ Page[PgNum]:=Page[PgNum]-1024}
else{skip}

}
else{skip};

i:=i+1

}
)

E. Page Fault Handler

When a page fault occurs, the page fault handler as one

of the main parts in the virtual memory management system

works [12]. The user process continues to run after its execu-

tion. Here, we focus on the page replacement, thus the details

of some registers and messages are ignored. The details about

how the page fault handler works are listed as follows:

(1) When an invalid access to the page occurs, the sys-

tem tries to find the desired virtual page. Once the virtual

address which triggers the page fault is known, the page fault

handler checks the validity of the address. The address space

0x0000∼0xbffff (49151) is the user space and 0xc000∼0xffff

is the kernel space. We assume that when the user process

accesses an address in the kernel space, the access is invalid.

If the address is invalid, the process will be killed. Here we

set the variable proc kill to be 1 to denote it. If the address

is valid, go to (2).
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(2) The page fault handler looks for an idle page frame

in the physical memory. If there is no one, it executes the

page replacement algorithm to find a page to swap out. Here

the function aging(Count, Page,Memory, i) will be called,

where the value of i denotes the page number of the page that

will be replaced. Then the Count[i] should be set 0 again to

start counting the frequency of the access to the new page.

(3) When the page frame chosen to move out is dirty, the

page fault handler will arrange the page written back to the

disk.

(4)Once the page frame is clean, the page fault handler will

send a message to the external pager to tell it the desired

page. The external pager looks for the position of the required

page in the disk and reads it from the disk. The desired page

is loaded into the physical memory. Here the corresponding

value of Memory[i] is assigned by the required page number

PageNum, where i is the page frame number that denotes

the position where the desired page is loaded.

As a case study, we simulate how the virtual memory

management of the operating system works when there are two

processes running in the processor. The case of more processes

running in the processor has the same principle.

We define a time sequence by defining a global int variables

Clock. At first, there is no page in the memory. When the

process accesses the address 0x0003, a page fault occurs. The

value of page fault is set 1. Then the page fault handler

function PFH is called. The PFH finds an idle memory and

the desired page 0 is loaded into Memory[0]. The page table

entry Page[0] is set 1312 afterwards, which means the process

accesses the page with the read-only mode at this clock tick

and the corresponding page frame number is 0.

After a period of time, there will be no idle page frame in

the physical memory. The page fault handler uses the aging

algorithm to find a page to swap out.

Every process needs to maintain its own page table. In the

case of two processes, we define two page tables Page1[64]
and Page2[64] each for one process. Each process has its

independent address space, which means the same virtual

address of different processes is mapped to different physical

addresses through MMU and one process cannot access the

data of another process. With the function of simulation of

the MSV toolkit, we can see the same va is translated into

different values in different processes. As shown in fig.4, va1
is 3, which is equal to va2. However, they are translated into

different physical addresses 3 and 1027 respectively.

Not all the virtual addresses can be accessed by the process.

By simulation, we can find that the virtual addresses cannot

be translated in the following two cases:

(1) The process tries to access the kernel space.

(2) The process accesses more than 32 pages in one clock

tick.

The kernel space is 0xc000∼0xffff that means the pages

after Page 48 cannot be accessed. As shown in fig.5, when a

process accesses the address 49154, the value of proc kill is

1, which means the process cannot access the address and is

killed by the system. The virtual address is not translated to

the corresponding physical address.

There are 32 page frames in the physical memory. There-

fore, when the process accesses more than 32 pages in one

clock tick, the virtual address cannot be translated to the

physical address. In the simulation, the process accesses 33

pages in one clock and the result is shown in fig.6. The value

of proc kill is 1 , this is to say, the process is killed and

cannot access the address.

We can also use MSV toolkit to verify the safety property of

the virtual memory management system. As an example, we

can treat ”the kernel space cannot be accessed by the process”

as a safety property. To verify the property, we need to define

the following propositions:

define p1: Page[48]=0;

define p2: Page[49]=0;

...;

define p16: Page[63]=0;

We can describe this property with MSVL:

�(p1 ∧ p2 ∧ p3 ∧ ... ∧ p16).
An interval related property is verified here.

As we know, when the virtual address is sent to the MMU,

the MMU translates from the virtual address to a physical

one or triggers a page fault interrupt when the page is not in

the physical memory. In our system, it takes one unit of an

interval to set the virtual address and the type of the access.

Then three units of an interval is taken for the reduction of

the MMU. In order to verify the function of the MMU, the

following propositions are defined:

define p: TransOk=1;

define q: page fault=1;

The property can be defined with MSVL as follows:

len 4; (p or q); true
The system should satisfy the property every time the

process accesses the virtual address. Therefore, we can give

a periodic property. After the process of the processor, the

virtual address will be translated to a physical address, or the

process will be killed by the processor with the reasons that

have been mentioned before. To verify the property, we need

to define the following propositions:

define p: TransOk=1;

define q: page fault=1;

define r: proc kill=1;

The property can be defined with MSVL as follows:

(len 4; (p or q); true; (p or r) and skip)∗; true
All the properties mentioned above are verified with the

MSV toolkit. Since they are all satisfied, the results of veri-

fication are similar with each other. For simplicity, we give a

figure of the results here. As shown in Fig.7, there is only one

node in the figure when each property is verified, that is to say

there is no counterexample. Thus all the properties mentioned

are satisfied.

At last, a property that the system does not hold is verified.

As mentioned before, the process will be killed when it

accesses the kernel space. Thus, we can verify whether the
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Fig. 4. The result of simulation (1)

Fig. 5. The result of simulation (2)

Fig. 6. The result of simulation (3)

Fig. 7. The result of verification(1)

Fig. 8. The result of verification(2)

value of proc kill keeps to be 0. To do so, we need to define

the following propositions:

define p: proc kill=0;

The property can be defined with MSVL as follows:

�(p)
The result of the verification is shown in fig.8. The property

is not satisfied, and a counterexample is given. We can see at

state 162 the value of proc kill is equal to 1, which makes

the property not satisfied.

In this paper, the virtual memory management system is

simulated and some properties are verified with MSVL. The

system manages the virtual memory by handling the pages

and uses the aging algorithm to find a page to swap out

when a page fault occurs and there is no idle page. This

process is simulated by an MSVL program. Further, we verify

the system’s properties using model checking approach with

the MSV toolkit. In the future we will study more details

about how the virtual memory management system works to

establish a more accurate model. Furthermore, we will further

verify more useful and interesting properties that the system

should hold.
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